
自监督学习



ImageNet 预训练 + 微调

Beagle

- 图像检索
- 物体检测
- 语义分割
- 深度估计
- …

Slide Credit: C. Doersch



我们学到了什么？

Beagle

我们需要语义标注吗?

姿态?

边缘?几何形状?

部件?
材质?

这些任务很难标注！我们需要做这些任务吗?

Slide Credit: C. Doersch



Context as Supervision 上下文监督
[Collobert & Weston 2008; Mikolov et al. 2013]
BERT 与 GPT 的核心概念之一

Deep

Net

Slide Credit: C. Doersch



图像的上下文预测

A B

? ? ?

??

? ? ?
Slide Credit: C. Doersch



这样做能得到什么“语义”信息？

Slide Credit: C. Doersch



随机采样一些区域
采样第二个区域

CNN CNN

Classifier

相对位置预测

8 个可能的相对位置

Slide Credit: C. Doersch



CNN CNN

Classifier

区域特征

Input 最近邻

CNN 在不同的实体之间检索相似的部件

Slide Credit: C. Doersch



避免简单推断

加一些间隔

区域大小进行一些微调

Slide Credit: C. Doersch



位置预测图

加入位置预测

C
N

N

Slide Credit: C. Doersch



色差估计

Slide Credit: C. Doersch



去掉颜色以后。。。

C
N

N

Slide Credit: C. Doersch



相对位置自监督

这样做学到了什么？

输入 随机初始化 ImageNet 预训练

Slide Credit: C. Doersch



R-CNN 的 预训练 CNN

使用相对位置自监督学习的预训练模型

[Girshick et al. 2014]



Ansel Adams, Yosemite Valley Bridge

Slide Credit: R. Zhang



Ansel Adams, Yosemite Valley Bridge – 上色

Slide Credit: R. Zhang



灰度图: L channel 色彩图: ab channels

abL

Slide Credit: R. Zhang



abL

色彩图: ab channels灰度图: L channel

无需标注
的自监督
训练

学到了什么？语义？
抽象的信息？

Slide Credit: R. Zhang



输入 真实图 输出

Slide Credit: R. Zhang





Contrastive Learning 对比学习

He et al. Momentum Contrastive Learning, 2019. Wu et al. Instance discrimination 2018

𝒙𝑖

𝒛

exp(𝒛𝑇𝒛)

exp(𝒛𝑇𝒛 + σ𝑖 𝒛
𝑇𝒙)

给定样本，构建特征 z; 对

于其他一组样本图像，最
小化:

exp(𝒘𝑇𝒛)

exp(𝒘𝑇𝒛 + σ𝑖𝒘
𝑇𝒙)

会用w替代z来去计算相似
度:

两个网络共享参数，
但是w有很多设计, 请

参照论文实现



Contrastive Learning 对比学习

He et al. Momentum Contrastive Learning, 2019. Wu et al. Instance discrimination 2018

𝒙𝑖

𝒛

exp(𝒛𝑇𝒛′)

exp(𝒛𝑇𝒛′ + σ𝑖 𝒛
𝑇𝒙)

𝒛′

最好的方式是找到一个z

的增广样本 𝒛′:

目标: 增广样本（与原图

有相同语义）的得分高于
其他样本.



[Intraub & Richardson, 1989]

Observed image Drawn from memory

[Bartlett, 1932]



"I stand at the window and see a house, trees, sky. Theoretically I might say there were 327 

brightnesses and nuances of colour. Do I have "327"? No. I have sky, house, and trees.”    

— Max Wertheimer, 1923



Image

“Coral”

“Fish”

Compact mental representation

Representation learning



Representation learning

Good representations are:

1. Compact (minimal)

2. Explanatory (sufficient)

3. Disentangled (independent factors)

4. Interpretable

5. Make subsequent problem solving easy

[See “Representation Learning”, Bengio 2013, for more commentary]

“Coral”

“Fish”



Representation learning

Convolution is pointwise multiplication in the frequency domain.



[Serre, 2014]



Feature extractors

Edges

Texture

Colors

Segments

Parts

“clown fish”

Classifier

Classical object recognition



“clown fish”

Learned

Deep learning



Image

What do deep nets internally learn?

“Fish”…



Deep Net “Electrophysiology”

[Zhou et al., ICLR 2015]

[Zeiler & Fergus, ECCV 2014]

“Fish”…



[Zeiler and Fergus, 2014]

Visualizing and Understanding CNNs

Gabor-like filters learned by layer 1

Image patches that activate 

each of the layer 1 filters 

most strongly



[Zeiler and Fergus, 2014]

Image patches that activate 

several of the layer 2 neurons 

most strongly



[Zeiler and Fergus, 2014]

Image patches that activate 

several of the layer 3 neurons 

most strongly



[Zeiler and Fergus, 2014]

Image patches that activate 

several of the layer 4 neurons 

most strongly



[Zeiler and Fergus, 2014]

Image patches that activate 

several of the layer 5 neurons 

most strongly



CNNs learned the classical visual recognition pipeline!

Edges

Texture

Colors

Segments

Parts

“clown fish”



[Zhou et al., ICLR 2015]

Object Detectors Emergence in Deep Scene CNNs

AlexNet

• For each unit (neuron) in network, find which images it is 

most selective for (cause it to have highest activation)

• Find which pixels in these images are responsible by 

occluding regions and seeing which pixels, when 

occluded, cause activation to change the most



[Zhou et al., ICLR 2015]

Object Detectors Emergence in Deep Scene CNNs

pool 1

[http://people.csail.mit.edu/torralba/research/drawCNN/drawNet.html]



[Zhou et al., ICLR 2015]

Object Detectors Emergence in Deep Scene CNNs

pool 2



[Zhou et al., ICLR 2015]

Object Detectors Emergence in Deep Scene CNNs

conv 4



[Zhou et al., ICLR 2015]

Object Detectors Emergence in Deep Scene CNNs

pool 5



[Zhou, Khosla, Lapedriza, Oliva, Torralba, ICLR 2015]

Object Detectors Emergence in Deep Scene CNNs



Image

im2vec

layer 3 representation of image

layer 1 representation of image

Represent image as a neural embedding — a vector/tensor of neural activations 
(perhaps representing a vector of detected texture patterns or object parts)



Investigating a representation via similarity analysis

How similar are these two images?

How about these two?

[Kriegeskorte et al. 2008]



Representational Dissimilarity Matrix

Investigating a representation via similarity analysis

[Kriegeskorte, Mur, Ruff, et al. 2008]

Neural activation vector



Investigating a representation via similarity analysis

IT Neuronal Units Deep net (in paricular, HMO)

[Yamins, Hong, Cadieu, Solomon, Seibert, DiCarlo, PNAS 2014]



Investigating a representation via similarity analysis

Deep nets and the primate brain both learn similar metric spaces. 

Deep nets organize visual information similarly to how our brains do!

[Yamins, Hong, Cadieu, Solomon, Seibert, DiCarlo, PNAS 2014]



Image

What do deep nets internally learn?

“Fish”…

Representations!

A CNN is a multiscale, 

hierarchical 

representation of data



“Generally speaking, a good representation is one that makes a subsequent 

learning task easier.” — Deep Learning, Goodfellow et al. 2016

Transfer learning

?



“Fish”

Object recognition

?

Place recognition

Often, what we will be “tested” on is to learn to do a new thing.



Finetuning starts with the representation learned on a previous task, and 

adapts it to perform well on a new task.

Place recognition

?“Fish”

Object recognition

A lot of data

bedroom

Place recognition

A little data



Finetuning in practice

• Pretrain a network on task A (often object recognition), resulting in 

parameters W and b

• Initialize a second network with some or all of W and b

• Train the second network on task B, resulting in parameters W’ and b’



Finetuning in practice

dolphin

cat

grizzly bear

angel fish

chameleon

iguana

elephant

clown fish

Object recognition Place recognition



dolphin

cat

grizzly bear

angel fish

chameleon

iguana

elephant

clown fish

Finetuning in practice

Object recognition Place recognition

bathroom

kitchen

bedroom

living room

hallway

The “learned representation” is just the weights and biases, so 

that’s what we transfer



What if the input/output dimensions don’t match?



What if the input/output dimensions don’t match?



What if the input/output dimensions don’t match?



What if the input/output dimensions don’t match?



If we keep on finetuning for every new datapoint or task that comes our way, we get 

online learning. Humans seem to do this — we never stop learning.

…



Supervised object recognition

“Fish”

label Y

Learner

image X



Supervised object recognition

Learner

image X

“Fish”

label Y



Supervised object recognition

Learner

image X

“Fish”

label Y



Supervised object recognition

…

Learner

image X

“Duck”

label Y



`



Supervised computer vision Vision in nature

Hand-curated training data

+ Informative

- Expensive

- Limited to teacher’s knowledge

Raw unlabeled training data

+ Cheap

- Noisy

- Harder to interpret



Learning from examples
(aka supervised learning)



Learning without examples
(includes unsupervised learning and reinforcement learning)

?



Density modeling

[figs modified from: http://introtodeeplearning.com/materials/2019_6S191_L4.pdf]

http://introtodeeplearning.com/materials/2019_6S191_L4.pdf


Clustering



Representations

Representation Learning



Image

“Coral”

“Fish”

Compact mental representation

Unsupervised Representation Learning



Image

compressed image code 

(vector z)

Unsupervised Representation Learning



Reconstructed

image

Image

compressed image code 

(vector z)

“Autoencoder”

[e.g., Hinton & Salakhutdinov, Science 2006]

Unsupervised Representation Learning



Autoencoder

Image Reconstructed

image



Reconstructed

image

Image

“Coral”“Fish”



Autoencoder

Neural net with a bottleneck

SGD



Reconstructed

image

Image

Encoder Decoder



Steerable Pyramid



Steerable Pyramid 𝑥
=



Steerable Pyramid — A hard-coded autoencoder

Analysis/Encoder Synthesis/Decoder



Data compression

Data Data



Label prediction

Data

Label

e.g., image classification



Data prediction
aka “self-supervised learning”

Some data Other data



Color information: ab channelsGrayscale image: L channel

abL

[Zhang, Isola, Efros, ECCV 2016]



Deep Net “Electrophysiology”

[Zhou et al., ICLR 2015]

[Zeiler & Fergus, ECCV 2014]



dog

faces

faces

flowers

Stimuli that drive selected neurons (conv5 layer)



Self-supervised learning

Common trick: 

• Convert “unsupervised” problem into 

“supervised” empirical risk 

minimization

• Do so by cooking up “labels” 

(prediction targets) from the raw data 

itself
Escher, 1948



Multisensory self-supervision

Virginia de Sa. Learning Classification with Unlabeled Data. NIPS 1994.

[see also “Six lessons from babies”, Smith and Gasser 2005]



“Multiview” self-supervised 
predictive learning

g and h are two “views” of the data x, 

e.g., two different sensory channels

Distance function



“Multiview” self-supervised 
predictive learning



[Slide credit: Andrew Owens]



Predicting ambient sound

[Slide credit: Andrew Owens]



Strongest responses in dataset

Unit #90 of 256

What did the model learn?

Visualization method from (Zhou 2015)

[Slide credit: Andrew Owens]



[Slide credit: Andrew Owens]



[Slide credit: Andrew Owens]



Image Reconstructed

image
compressed image code 

(vector z)

Is the code informative about 

object class    ?

Logistic regression:



Layer 1 representation

[DeCAF, Donahue, Jia, et al. 2013]

[Visualization technique : t-sne, van der Maaten & Hinton, 2008]

Layer 6 representation



Predicted 

Color

Channels

Raw 

Data

Layer

10

15

20

25

30

35

40

A
cc

u
ra

cy

Classification performance

colorization

ImageNet Task [Russakovsky et al. 2015]

Reconstructed 

Data

Raw 

Grayscale

Channel

autoencoder



ObservationsState



Observations State

The way you measure the world does not change the underlying state



cc c c

c

Contrastive Multiview Coding
[Tian, Krishnan, Isola, ECCV 2020] 



“Multiview” self-supervised 
contrastive learning

g and h are two “views” of the data x, 

e.g., two different sensory channels

Distance function



SimCLR
[Chen, Kornblith, Norouzi, Hinton, ICML 2020] [Chen, Kornblith, Norouzi, Hinton, ICML 2020] 

[c.f. Becker & Hinton, Nature 1992] 



Contrastive pre-training

dolphin

cat

grizzly bear

angel fish

chameleon

iguana

elephant

tiger

Self-supervised contrastive learning New recognition task



Contrastive pre-training

dolphin

cat

grizzly bear

angel fish

chameleon

iguana

elephant

tiger

Self-supervised contrastive learning New recognition task



How to represent words as numbers

“Fish”

“Water”

“Shark”

“Whale”

“Cat”

“Couch”

“Sun”

[1,0,0,0,0,0,0,…]

[0,1,0,0,0,0,0,…]

[0,0,1,0,0,0,0,…]

[0,0,0,1,0,0,0,…]

[0,0,0,0,1,0,0,…]

[0,0,0,0,0,1,0,…]

[0,0,0,0,0,0,1,…]



Image

im2vec

layer 3 representation of image

layer 1 representation of image

Represent image as a neural embedding — a vector/tensor of neural activations 
(perhaps representing a vector of detected texture patterns or object parts)



“Elephant”

word2vec

dense vector representation of word

…

one-hot vector representation of word

X2vec methods are also called embeddings of X, e.g., a word embedding



“Fish”“Water”

“Shark”

“Whale”

“Cat”

“Couch”

“Sun”

“Tuna”

Dim 1

D
im

 2

Words with similar meanings should be near each other



word2vec

Proxy: words that are used in the same context tend to have similar meanings 

Words with similar meanings should be near each other

“Meaning is use” — Wittgenstein

words with similar contexts should be near each other



Examples from https://www.tensorflow.org/tutorials/representation/word2vec

https://www.tensorflow.org/tutorials/representation/word2vec


Context as Supervision 上下文监督
[Collobert & Weston 2008; Mikolov et al. 2013]
BERT 与 GPT 的核心概念之一

Deep

Net

Slide Credit: C. Doersch



图像的上下文预测

A B

? ? ?

??

? ? ?
Slide Credit: C. Doersch



这样做能得到什么“语义”信息？

Slide Credit: C. Doersch



随机采样一些区域
采样第二个区域

CNN CNN

Classifier

相对位置预测

8 个可能的相对位置

Slide Credit: C. Doersch



CNN CNN

Classifier

区域特征

Input 最近邻

CNN 在不同的实体之间检索相似的部件

Slide Credit: C. Doersch



避免简单推断

加一些间隔

区域大小进行一些微调

Slide Credit: C. Doersch



位置预测图

加入位置预测

C
N

N

Slide Credit: C. Doersch



色差估计

Slide Credit: C. Doersch



去掉颜色以后。。。

C
N

N

Slide Credit: C. Doersch



相对位置自监督

这样做学到了什么？

输入 随机初始化 ImageNet 预训练

Slide Credit: C. Doersch



Variations: DINO



Variations: DINO



Egomotion

Agrawal et al. ICCV 2015. Jayaraman et al. ICCV 2015.

Context

Noroozi and Favaro. ECCV 2016.

Doersch et al. ICCV 2015.
Pathak et al. CVPR 2016.

Hinton & Salakhutdinov.

Science 2006. 

Wang et al. ICCV 2015. Pathak et al. CVPR 2017.

Misra et al. ECCV 2016.

de Sa. NIPS 1994.

Video

Audio

Autoencoders Denoising Autoencoders

Vincent et al. ICML 2008.

Goal: Set up a pre-training scheme to induce a “useful” representation

Owens et al. ECCV 2016.

Generative Modeling

Donahue et al. Dumoulin et al. ICLR 2017.

[Slide credit: Richard Zhang]



[Slide Credit: Yann LeCun]



1. Deep nets learn representations, just like our brains do

2. This is useful because representations transfer — they act as prior knowledge 

that enables quick learning on new tasks

3. Representations can also be learned without labels, which is great since labels 

are expensive and limiting

4. Without labels there are many ways to learn representations. We saw:

1. representations as compressed codes

2. representations that are shared across sensory modalities

3. representations that are predictive of their context

Summary


