Recap.



Perturbing data with stochastic processes

Perturbed distributions

p(x) pr(x)

8¢ ¥ Stochastic differential equation (SDE)

dx; —'f(Xm )'dt + Q(t) th.
Vg Yy

Deterministic drift Infinitesimal noise




Generation via reverse stochastic processes

Perturbed distributions

p(x) Po(x)

Infinitesimal noise in
the reverse time
direction

Vi log pi(x¢) dt + o (¢t

Score function!



Predictor-Corrector sampling methods

* Predictor-Corrector sampling.

* Predictor: Numerical SDE solver
e Corrector: Score-based MCMC

Prior Perturbed distributions ) Data

S

[ corrector

pr(x)



Predictor-Corrector sampling methods

* Predictor-Corrector sampling.

* Predictor: Numerical SDE solver
e Corrector: Score-based MCMC

Algorithm 3 PC sampling (VP SDE)

l: xnv ~ N(O,I)

2: fori =N —1to0Odo

3: X« (2—+/1—Bi+1)Xit1 + Bir1Sgx (Xi+1,% + 1)
4. z~ N(0,1I)

5: x; «— % + \/BH_IZ Predictor

6:

7

8

9

for j = 1to M do Corrector
z ~ N(0,1I)
X; «— X; + €iSgx (Xi, 1) + /26,2
. return xo




Converting the SDE to an ODE

Perturbed distributions

o
/
il ODE trajectories

—— SDE trajectories
Po(x) Pt(x) pr{(x)

SDE Ordinary differential equation (ODE)
dx 1
dXt = O'(t) dwt ﬁ d—tt = —§U(t)2vx logpt(xt)

Score function
~ 8¢(x, 1)



Evaluating the probabilities with ODEs

Probability distributions
i ODE trajectories

A

(%) @

m(x) sg(x,1) > ODE .\

Computing the probability density function (change of variables formula)

—————————————————————————

ODE solver Cdommitaeld in
polystimgtbtime

* It is a (continuous-time) normalizing flow modef

e
log pe(xg) = log m(x7) — lf o (t)%trace(Vysg(x, t))idt



Accelerated sampling

Probability distributions

K ODE trajectories

m(x) sg(x,1) > ODE Do )i

* Numerical methods + ODE formulation to accelerate sampling
* DDIM [Song and Ermon, 2021]:

» Coarsely discretize the time axis, take big steps

» Corresponds to exponential integrator (semi-linear ODE) [Lu et al, 2022; Zhang and
Chen, 2022]

» 10x-50x speedups, comparable sample quality




Distillation

t=1

Z3/4 = f(z1:m)-
212 = f(z3/4:M)4

zy1/4 = f(2Z1/2:1m)

X = f(zy/4:7)

t=0

X = f(z1;0)




Consistency models are designed for one-step generation

fe(moa 0)

fe(iBa'aU/)

fB (wamax ) Umax)

How does this differ

from a denoiser?

Song, Dhariwal, Chen, Sutskever. Consistency Models. ICML 2023



Enforcing self-consistency via distillation

Data Noise

. -\

C f()rxr
""‘OJ< o)
r o(xp,T) /

m&n | fo(xe,t") — fo(xe, 1)
X0 Xt Xt XT

. B 2 ,
min | fo(x:,t) — fa(x0,0)|3 min | fo(xr,T) — fo(xv,t)|3



Flow Matching

£

;:”%\\\ 1,"?.\1" (J.I;rl )

T —
€

(a) Conditional probability (b) (Marginal) Probability (c) Conditional velocity field (d) (Marginal) Velocity field

path pi(z|z1).

path p;(z).

ue(z|z1).

g ().




(a) Flow (b) Diffusion (c) Jump



Pt

Ground-Truth Conditional Probability Path

* 2
s t=0.00
t=0.33
s t=0.67
s t=1.00

Samples from Conditional SDE

* z

s t=0.00
t=0.33

» t=0.67

» t=1.00

Trajectories of Conditional SDE

Ground-Truth Marginal Probability Path

Samples from Learned Marginal SDE

Trajectories of Learned Marginal SDE

. « t=0.00
t=0.33
s t=0.67

t=1.00

* t=0.00




The Flow Matching Matrix

Conditional . Conditional . Conditional
Probability Path Vector Field Flow Matching Loss
Marginal . Marginal . Marginal
Probability Path Vector Field Flow Matching Loss

“Conditional” = “Per single data point”

“Marginal” = “Across distribution of data points”




Pt

Ground-Truth Conditional Probability Path

* z
* t=0.00
» t=0.33
e t=0.67
e t=1.00

Samples from Conditional ODE

Ground-Truth Marginal Probability Path

- « t=0.00

t=0.33
» t=0.67
t=1.00

* z
« t=0.00
a + t=0.33
e t=0.67
! t=1.00

Trajectories of Conditional ODE

Samples from Leared Marginal ODE
+ t=0.00

Trajectories of Learned Marginal ODE




Figure
credit:
Yaron
Lipman




Diffusion Models Flow Matching




Conditional Generation
of Diffusion Models



Conditional generation

User Input:

An astronaut riding a horse




Conditional generation

* Let (X,y) denote (image,caption) pairs
* Training a conditional generative model involves learning p(x | y)

* Train score model for the image x conditional on caption y

.y )~ paa (x:y) BeaN (0.0 Enaiio 1) €0 (xe £y) — ell3




Control the generation process

Forward model p(y ‘ x)
Control signal y = "dog”
px|y)i N

Inverse distribution

Bayes’ rule:

Bayes’ rule for score functions:

Vxlogp(x | v) =V log p(x)
+ Vi logp(y | x)

———————————————

———————————————

=V log p(x) E+ Vailog p(y | x)}

Plug in different forward models for the

same score model



Stroke to image synthesis

Stroke Painting to Image

I Forward model

' p(y | x)

i can be specified.

Y
Stroke paintings Sampled images
y x|y

[Meng, He, Song, Song, Wu, Zhu, Ermon. ICLR 2022]



anguage-guided image generation

y x|y |

(Prompt)
Treehouse in the style of
Studio Ghibli animation

Forward model

p(y | x)
IS an image captioning
neural network.

[ Work by @danielrussruss ]




Classifier Guidance

Bayes’ rule:

Bayes’ rule for score functions:

Vi logp(x | y) =V logp(x)
/ + Vi logp(y | x)

Conditional score P L EE L EE
—i1Vxlogp(y) 0

Y

= Vxlogp(x) + V, logp(y | x)
N

Unconditional score Classifier obtained as the difference



Classifier-Guided Diffusion

To explicit incorporate class information into the diffusion process, trained a classifier © fs(¥|xt,1)
on noisy image the use gradients to guide diffusion sampling process toward the condition

Vx, logq(x¢,y) = Vx, logg(x:) + Vx, log g(y|x:)

1
~ —————€o(x¢,t) + Vx, log fs(y|x:)
1-— (8 47
1
:_—e X T l—antlo X
& o(x¢,t) — v/ t gf¢ Y| t))

A new classifier-guided predictoré, would take the form as following,

ét’)(xt:t) — eﬂ(mtat) -V 1= &tVXf log fd)(ylxt)

To control the strength of the classifier guidance, we can add a weight w to the delta part,

€g(x¢,t) = €g(zs,t) — /1 — @ wVy, log fis(ylx:)



Classifier-Guided Diffusion

Algorithm 1 Classifier guided diffusion sampling, given a diffusion model (pg(z;), Xo(2;)), classi-
fier f,(y|z¢), and gradient scale s.

Input: class label y, gradient scale s
zp < sample from N(0, 1)
for all £ from 7" to 1 do
By B 4 pg(ze), Xo(zt)
z¢—1 + sample from N (u + sX V,, log fy (y|ze), )
end for
return =g

Algorithm 2 Classifier guided DDIM sampling, given a diffusion model €y (x; ), classifier fs(y|x:),
and gradient scale s.

Input: class label y, gradient scale s
xp + sample from N (0,1)
for all £ from 7" to | do
€ — ep(xt) — 1 —a; Vz, log f, (y|z:)
Ze1 VB (B + T= @i
end for
return z

https://arxiv.org/pdf/2105.05233



Classifier-Guided Diffusion

https://arxiv.org/pdf/2105.05233



Classifier-Free Guidance

* Train both a conditional and an unconditional score model (by randomly
dropping the caption during training)

e Combine the two models as follows

(1+w)Vx, logp(y[x:) + Vx, log p(x:) = (1 4 w)(Vy, log p(x:|y) — Vx, log p(x:)) + Vi, log p(x;)

= (1 4+ w)Vy, log p(xt|y) — wVy, log p(x:)

* w Is the classifier-guidance strength



Effect of classifier guidance

aalOE ¢ BT GRS ¢ K2
@IIlmﬁ ¥ EmE
o X Ry |
e BT
'LIBVI EQQ 'QA Z' _

7]

! 2
- \"
- Iy
- N
s
)

N
f\‘f‘; )“
Fekstie

=TIy

Increased classifier guidance strength (w)



Text-to-Image

https://laion.ai/blog/laion-5b/

HWG6
70k

ImageNet
1M

A catin
the snow

LAION
5.85B

Text-to-image

Generator

Backend url:
l hitps:/&nnS laior
Index:

1aion_5 [

Clip retrieval works
by converting the
ext query toa
CLIP embedding |
then using that
embedding to query
a knn index of clip
image embedddings

Display captions @
Display full
caplionsD

Display similaritics
()

-/

Safe modc

Hide duplicate urls
@

Hide (near)
duplicate images @
Search over

;

Search with

multilingual clip
™

french cat

french cat

french cat

I Q. ‘

MR PRE TN ®
SRR IEKE S

Ankogas .2 o

How to tell if your
feline is french. He
wearsa b...

A7

1 7
NAVI

cat in a suit Georgian
sells tomatoes




TeXt-t()-image Acatin | Text-to-image
(GGenerator

the snow Generator

A cat In the snow A cat In the snow
R gy

Denoise [—

,-3,‘ T 1,‘
# ': ::‘." 4“2 -
S Denolse
. !”\;,’ % _'T\-

—p| Denoise —»ﬁ — Denoise]—r\ﬁ
1 t |

A cat In the snow A cat In the snow

v




Text-to-Image
Generator

A cat In the snow

A catin
the snow

(

"

Noise

Predicter

~

J

Denoise

Text-to-image

Generator




| A cat in the snow| 1nput

Random
sample

A cat In the SNOW  ——p

2

Noise

o

Predicter

J

77777

‘IIIIIII»
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L i‘\ S o TeaAl
g 1-{‘_9\ --( ’ _‘L o
o ) ; t p A ,u ‘.n
"_ ) ‘ u’.‘[' A.u:é“ i 2 -‘
. 2 ._\g&’{t‘\ £ 2]



A cat in Text-to-Image 7
Framework peatin__, T o _.\ﬂ"

1
Text
Encoder

A catin
the snow

1

Latent Space > Decoder
Compressed Images 3




Stable Diffusion

https://arxiv.org/abs/2112.10752

r Latent Space e Conditioning

] emantiq
Ma

~ Diffusion Process
Text

Repres
entations

\ ™/

P ' Denoising U-Net €y

\ S/

eixel Spacg

b & ? - T

denoising step crossattention  switch  skip connection concat &




DALL-E series

https://arxiv.org/abs/2204.06125
https://arxiv.org/abs/2102.12092

"a corgl
playing a
flame
throwing
trumpet”

- a

CLIP objective
o~
i
Autoregressive
i Diffusion
__ prior

ERETET I




“A Golden Retriever dog wearing a blue

T(:“ checkered beret and red dotted turtleneck.”
I ag e n 1 en lext En
https://imagen.research.google/
https://arxiv.org/abs/2205.11487 e Bmibeading
v : b £

lext-to-Image
Diffusion Model

L(i-’l x 64 Image

Super-RResolution

256 x 256 Image

Y

Super-Resolution

Diffusion Model

FEER ]

1024 x 1024 Image




A cat in Text-to-image
Framework the snow "~ — \ﬁ
1
A cat in Text
the snow Encoder

1

—_—p |  Decoder



FID-10K

1 ! )| 1
0.22 0.24 0.26 0.28
CLIP Score

(a) Impact of encoder size.

FID-10K

10 |

|

L 1 d
024 025 026 027 028 0.29

CLIP Score

(b) Impact of U-Net size.

https://arxiv.org/abs/2205.11487



Contrastive Language-Image Pre-Training

(C Ll P) https://arxiv.org/abs/2103.00020 400 million image-text
pairs

Text Image Text Image
Encoder Encoder Encoder Encoder
g Adog Is
« running. #

Acatin
the snow




Acat in Text-to-image iy
Framework thesnow — °  Generator _'\ﬁ,

1
Text
Encoder

Acatin
the snow

Decoder can be trained Decoder
without labelled data. 3




Progressive/Multi-Scale

(Images are generated
by Midjourney)




| atent Diffusion

Latent
Representation Decoder
Auto-encoder




Acat in Text-to-image oy
Framework thesnow — +  Generator _'\ﬁ
1
Text HH H
Encoder
Generation
Model @&,
—p |  Decoder

Acatin
the snow




A cat in the snow

Step 1000

noise




input

IAcatlnthesnowl DD D

Step 1

ii—

20—

Noise

Predicter

.

J

o

ground
truth

[Step 2| input

Input

—_—p 77777 G

Step 1000



A cat in the snow A cat in the snow

e [Denoise] e — —p [Denoise] —p

— [Denoise] — e [Denoise] —

1 1
11 1 [ pecoder

A cat in the snow A cat in the snow




Stable Diffusion

https://arxiv.org/abs/2112.10752
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Latent diffusion model

Distortion (RMSE)

80

60

40

20

Semantic Compression
x

— Generative Model:
Latent Diffusion Model (LDM)

Perceptual Compression

— Autoencoder+GAN

0.5 O

Rate (blt%/dlm)




Latent diffusion model

Latelﬁpace Forwarfi Diffusion_> p(Zl)

Encoder ’ p(2zo)

Datax

@ q(zo|x)
—_—=tK
>

== |

Reconst. B S

p(xl Z0) Decoder KL(q(zo|x)||p(2z0)) Latent Space Generative Denoising
VAE mapping data to lower dimensional space Diffusion model prior over the latent
1. Faster space of the autoencoder

2. Can be applied to any data type (e.g. discrete)




Stable diffusion text2image model

Latent Space Forward Diffusion
Z
Encoder p( 0) i — P(Zl)

<+ A
_—— @
== | £

Reconst. B S

p(x|zo) Decoder KL(q(zo|x)||p(zo))  Latent Space Generative Denoising
VAE mapping data to lower dimensional space Diffusion model prior over the latent space of the
1. Pre-trained, focus on reconstruction (autoencoder) autoencoder

2. Trained in the second stage, keeping initial
autoencoder fixed

Large scale, open source model, widely adopted




SDXL.: Improving Latent Diffusion Models for
High-Resolution Image Synthesis

oise : e : iner ecoder
1 1 1 1
1 1 1 ]
128 128 128 1024
X X 2 — X — X
128 128 128 1024
B [ ' rl '
Prompt

https://arxiv.org/pdf/2307.01952



SDXL: Improving Latent Diffusion Models for
High-Resolution Image Synthesis

cSlZC (64‘ 64) CSiZC = (1287 128)1 cSlZC (256 236) CSIZC (512 512)

- B s/
s ot [ 1l—-4...£.
IF': z‘; = ‘_ E

'A robot painted as graffiti on a brick wall. a sidewalk is in front of the wall, and grass is growing out of cracks in the concrete.

'Panda mad scientist mixing sparkling chemicals, artstation.’

https://arxiv.org/pdf/2307.01952



SDXL: Improving Latent Diffusion Models for
High-Resolution Image Synthesis

Ccrop = (0,0) Ccrop = (0,256), ccrop = (256, 0), Ccrop = (512,512),

'A capybara made of lego sitting in a realistic, natural field.

https://arxiv.org/pdf/2307.01952




SDXL.: Improving Latent Diffusion Models for
High-Resolution Image Synthesis

'A propaganda poster depicting a cat dressed as french ‘a close-up of a fire spitting dragon,
emperor napoleon holding a piece of cheese.’ cinematic shot.
%
—
o)
7
(@
0!
>
W

https://arxiv.org/pdf/2307.01952






R e Ca - P atC h I\/I atC h * C. Barnes, E. Shechtman, A. Finkelstein, and D. Goldman.
- Patchmatch: a randomized correspondence algorithm for

structural image editing. TOG, 2009.

Line Constraints

Input Improved  Ourresult

seam carving
[Rubinstein ‘08]




ControlNet: Adding Conditional Control to Text-to-
Image Diffusion Models

| § 1
W

R p T WA Aot .
RS T A DA x

“masterpiece of fairy tale, giant deer, golden antlers™ ..., quaint city Galic”

Input Canny edge

Input human pose Default “chef in kitchen” “Lincoln statue”

https://arxiv.org/abs/2302.05543



ControlNet: Adding Conditional Control to Text-to-
Image Diffusion Models

4 =
S "‘-
B
N -
*» .
-
.
-
\
)
4
‘
i

N .
i

-f‘
—
AT,

P "’y’ '

-
-

Bilibili BV1Lg4y1t797 with ControlNet https://arxiv.org/abs/2302.05543



ControlNet: Adding Conditional Control to Text-to-
Image Diffusion Models

Prompt ¢, Timet?
! |

(" Text ( Time | Condition ¢f

\Encoder | | Encoder | !

 prem— S s zero convolution
1

Input z, @
Prompt&Time J
c 1, b |
‘ { SD Encoder Block A 6 ‘ 3 ‘ SD Encoder Block A
PRI ARTEReRTRTNN l """""""" 6464 ) 64x64 (trainable copy)

I : |

;I SD Encoder Block B _ |

zero convolution e

: t

’ _ [ SD Encoder Block C i &
‘ l 16<16 B |

' e

’ [ SD Encoder

' ' e

. Block D 8x8 ™ ’ E:

x3

>
4

X

l

X

d

neural network
block

f SD Middle a o 1] (R
|  Block 8x8 ™)
A_‘.——r—*i'

{ trainable copy J

neural network
block (locked) | ! , s
E T ' . { SD Decoder ., |

. | Block D 8%8 a’ ¢
zero convolution {—

| [ SD Decoder Block C
{ 16x16

J |
|

y :‘ °°°°°°°°°°°°°°°°°°°°°°°°°°°°°°°° g 7 SD Dccod[cr Block B a 3 e
32x32 J
Ye ControlNet — |
| SD Decoder Block A
(b) After : =

Output €y(z. . . )

N

gL

(a) Before

(a) Stable Diffusion

https://arxiv.org/abs/2302.05543

}xa

{

A

32x32 (trainable copy) |
|

SD Encoder Block D L
Sahicraiale cpy)

’x}e-——

—
| SD Middle Block
|_18! 8 (trainable copy)

zero convolution

zero convolution  x3

SD Encoder Block C ‘3
16x16 (trainable copy)

zero convolution

zero convolution

zero convolution

(b) ControlNet

SD Encoder Block B | .




DiT: Scalable Diffusion Models with Transformers

/
/
/
Noise % //
32x32x4 32x32x4 /
4 B /
Linear and Reshape ,/
[ /
Layer Norm /
| /
N x [ DiT Block ]
T T \
Patchify Embed '\
| \
| \
Noised Timestep ¢ \
Latent J \
32x32x4 Label y \

Latent Diffusion Transformer

———
az
Scale -~
1
Pointwise
Feedforward
1
Scale, Shift Jzbe |
1
Layer Norm
ay
Scale ]
[
Muiti-Head
Self-Attention
|
Scale, Shift M
1
Layer Norm MLP
—] |
\ Input Tokens Conditioning j

DiT Block with adalLN-Zero

https://arxiv.org/pdf/2212.09748




DiT: Scalable Diffusion Models with Transformers

Increasing transformer size

Decreasing patch size

https://arxiv.org/pdf/2212.09748



DiT: Scalable Diffusion Models with Transformers

DiT “Dog-Ball”

https://arxiv.org/pdf/2212.09748
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https://arxiv.org/pdf/2212.09748




When Diffusion Models
Meet ...



DIFFUSION-GAN: TRAINING GANS WITH
DIFFUSION

[ Diffusion Process: y ~ q(y|x,t),t ~ px ]

! +
y|t=100 y |t =300 y|t—600 ylt=T _1000

!

Timestep- Dependent Discriminator: D(y, t)

O -0 g 5 et gl =Tisaie

[ Diffusion Process: ¥, ~ q(¥4|xg,t),t ~ Px J [ T is adaptively adjusted. ]

Still GAN, but different strategy.

Gradually increase the difficulty by feeding it samples from larger t. https://arxiv.org/pdt/2206.02262



Adversarial Diffusion Distillation

8 € Tstudent = {Th cee Tn}
te Tteacher — {1, e 1000}
e, € ~ N(0,[I])

d(z,y) distance metric e.g. || — Y3

adversarial loss

Discriminator

distillation loss
T

S c(t)d(e, &
S (Bdlén )
stop grad

Tos = aulg + o€ DM-teacher

https://arxiv.org/pdf/2311.17042



Latent Adversarial Diffusion Distillation

ADD
Encode E Decode
to Latents SULSITE to Pixels
o
.
real () fake
Adversarial \ /
Loss 1
N x Encode | Toachar Decode
=~ | DINOV2 to Latents - to Pixels
{
E g i i’ iy
5 / \
S| N x
real
Teacher Student S Teacher
v’ o Y
Synthetic Data Gen;ation with Teacher Student Eediction Projected GAN Lossfon Teacher Features

https://arxiv.org/html/2403.12015



DIFFUSION-GAN: TRAINING GANS WITH
DIFFUSION

CIFAR-10 CelebA STL-10 LSUN-Bedroom LSUN-Church FFHQ
Methods (32 x 32) (64 x 64) (64 x 64) (256 x 256) (256 x 256) (1024 x 1024)
FID Recall FID Recall FID Recall FID Recall FID Recall FID Recall
StyleGAN2 (Karras et al., 2020a) 8.32* 041* 232 055 11.70 044 398 0.32 3.93 0.39 441 042

StyleGAN2 + DiffAug (Zhao et al., 2020) 5.79* 042* 275 052 1297 039 425 0.19 4.66 0.33 446 041
StyleGAN2 + ADA (Karras et al., 2020a)  2.92* 049" 249 053 1372 036 7.89 0.05 4.12 0.18 4.47 0.41
Diffusion StyleGAN2 319 058 169 067 1143 045 3.65 0.32 317 0.42 283 049

https://arxiv.org/pdf/2206.02262



LPIPS: The Unreasonable Effectiveness of Deep
Features as a Perceptual Metric

Patch 0 Reference Patch 1

Patch 0 Reference Patch 1

Patch O Reference Patch 1

Humans

L2/PSNR, SSIM, FSIM
Random Networks
Unsupervised Networks
Self-Supervised Networks
Supervised Networks

I

1

1

! U I

___________ || Normalize [ [ 1.___[l.|  Multiply | T L d 1nl

Subtract f ; L2 norm "1l Avg [+[] : dOH G |[F-{_/ }--»| Cross-
(I — | F ]. ____________ ____{._. Spatial Average _-,[ do: 1 “ U Entropy
| - R— o B T e—— > i h --»| Loss

X xO w I

Computing Distance Predicting Perceptual Judgement

https://arxiv.org/abs/1801.03924



LPIPS: The Unreasonable Effectiveness of Deep
Features as a Perceptual Metric

Perturbed Patches Ongmal Perturbed Patches

IoAd 1 IRH g" EH“' e
il/é [t? ! ibtufﬁ! LIE E ' E L

1
y
!
| | “H‘H

(a) Traditional (b) CNN-based
Sub-type Distortion type Parameter type . Pargmeterg» .
Photometric  lightness shift, color shift, contrast, saturation Inqu nulll, pink nois‘:l’ white no;se,
uniform white noise, Gaussian white, pink, orpiion C: lor rem(;vak,i ownsarrtl.p -
Noise & blue noise, Gaussian colored (between 1 SN Al .
violetand browiy Hoise, checkerboard artibict Generator # layers with dropout, force skip connection
Blur e bila;eral filfering network at highest layer, upsampling method,
Soatial ifG h - o b architecture normalization method, first layer stride
o limSarl :‘tng’ii I:;'\;iir&’ Oir:llogratllisi/i’no # channels in 1%! layer, max # channels
arph Sq C1 s APg, & & Discriminator number of layers
FHIGHIBNT ap IRuon) Loss/Learning weighting on oixel-wise (¢1), VGG,

Compression Jpeg discriminator losses, learning rate

https://arxiv.org/abs/1801.03924




2AFC score [%]

LPIPS: The Unreasonable Effectiveness of Deep
Features as a Perceptual Metric
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Distilling Diffusion Models into Conditional GANSs

Prompt C

s S]]

Pre-trained
| g Diffusion G

Pre-generate noise-prompt-latent triples

[ — LE-LatentLPIPS o CGAN

https://arxiv.org/pdf/2405.05967



Distilling Diffusion Models into Conditional GANSs
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Distilling Diffusion Models into Conditional GANSs
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Distilling Diffusion Models into Conditional GANSs

SDXL Teacher SDXL-Turbo SDXL- nghtnlng SDXL-Diffusion2GAN (Ours)

https://arxiv.org/pdf/2405.05967



Recap: Auto-Regressive Models
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Autoregressive Image Generation without Vector

Quantization
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Diffusion Forcing: Next-token Prediction
Meets Full-Sequence Diffusion

Noise as Masking
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